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LILaC: Late Interacting in Layered Component Graph 
for Open-domain Multimodal Multihop Retrieval
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Introduction
Multimodal (Text & Image) Data Source
• Most of real-world data are comprised of text and images.

• Images can play an irreplaceable role in answering some questions.
• e.g., “Recommend me a white baby bike”

• However, most of prior works do not consider images in neither retrieval nor reading process.

A example Wikipedia page An example Amazon page An example Reddit page
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Multimodal Documents
• Real-world documents are often multimodal.

• Examples of such multimodal documents include webpages, PDFs, presentation slides, etc.

• We refer to the elements that make up a document as multimodal components.
• Correctly resolving the relationships between the components is a key factor in performing question-

answering tasks.
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An example of a multimodal webpage An example of an infographicAn example of a PDF file



Open-domain Multimodal Document Retrieval
•  
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Traditional Approaches: TextRAG and VisRAG
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Traditional Approaches: TextRAG and VisRAG (Cont.)
Problems of TextRAG
(a) Incorrect summarization may 
result in possible information loss

Problems of VisRAG
(b) Insufficient consideration of 
retrieval granularity
(c) Limited multihop reasoning due to 
loss of links



• Layered Component Graph
• Represents two granularities for each component.

• Paragraph -> Sentences
• Table -> Rows
• Image -> Detected subimages

• Expresses the link mapping as edges among components.
• Uses multimodal embeddings to prevent any loss from modality conversion.

• Retrieval Algorithm
• Fine-grained interaction with the graph and the query

• Query decomposition
• Late interaction
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Key Ideas of Our Approach



Overview of LILaC
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Layered Component Graph Construction
 

Component Tree Generation

1. Break down components into 
subcomponents
· Passage -> Split into sentences 
using SAT [1]
· Table -> Split into rows
· Image -> Detect subimages 
using MLLM

2. Connect each component with 
its subcomponents.

Inter-Component Edge 
Generation

Generate an undirected edge for 

• Every pair of components 
within the same document.

• Every pair of component with 
its linked document’s 
components.

[1] Frohmann, Markus, et al. "Segment Any Text: A Universal Approach for Robust, Efficient and Adaptable Sentence Segmentation." Proceedings of the 2024 
Conference on Empirical Methods in Natural Language Processing. 2024.



Multimodal embedders embed a natural language sequence, an image, or a combination of two into a 
single vector.

Their retrieval setting includes an instruction for each retrieval.

• Instruction includes information about the target modality or target semantics of the retrieval.

• Such instruction information is not given some cases (e.g., our problem setting).
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Background

Multimodal Embedders
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LLM-Driven Query Decomposition
 A single query may include multiple evidences needed to locate multiple components. Such components 

may differ in their modalities.

Idea:

a. Decompose the given query so that each subquery contains fine-grained evidence for the target of 
retrieval.

b. Estimate (i.e., classify) the target modality for each subquery, and use it to generate an instruction for 
each subquery embedding.
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Late-Interaction-Guided Graph Traversal
 •  
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Edge-level Late Interaction
 •  
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Experiment Settings
 Benchmarks: 

• DocVQA Benchmarks
• InfoVQA
• MP-DocVQA
• SlideVQA

• Multimodal QA Benchmarks
• MultimodalQA
• MMCoQA

Competitors

• VisRAG (ICLR’25)

• M3DocRAG (ArXiv’24)

Measurements
• Component retrieval accuracy

• Recall@3
• MRR@10

• End-to-end accuracy
• Exact match (EM)
• F1 score



15

Retriever Accuracy Comparison
• LILaC achieves state-of-the-art performance on all benchmarks.
• LILaC outperforms the previous VisRAG SOTA models, VisRAG-Ret and ColPali, by substantial 

margins of 12.39% and 9.85% in R@3, and 14.45% and 10.49% in MRR@10, on average, 
respectively. 
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End-to-End QA Accuracy Comparison
• LILaC achieves SOTA average end-to-end accuracy, with average EM and F1 scores of 52.00 and 58.79, 

respectively. 

• 17.40% and 18.47% accuracy raise compared to the pre- 570 viously best-performing VisRAG setup, 
VisRAG 571 with Qwen2.5-VL
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Ablation Study
• Employing the layered graph structure leads to notable average improvements - 7.33% in R@3 and 

10.13% in MRR@10.

• Further employing query decomposition & late interaction shows incremental gains of 3.19% in R@3 
and 4.7% in MRR@10.
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Algorithm Runtime Analysis
• LILaC is approximately 20.76% slower than VisRAG, yet 18.24%  faster than ColPali.

• Late-interaction-based subgraph retrieval step accounts for only about 48 ms (approximately 1.5% of 
the total runtime).

• The major performance bottleneck lies in the query de- composition phase, averaging 1,423 ms.


