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Motivation: Hybrid Query

Approximate nearest neighbor search with predicates

Application
* E-commerce site: Search for t-shirts images similar to a reference image, filtering on price

* Literature search engine: Search for papers similar to natural language queries, filtering on publication
date
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Problems of Then-existing Techniques

Pre-filtering
1. Finds all records in the dataset X that pass the query predicate p, Xp
2. Linearly scans Xp, computing distances over each point

* Limitations: Cannot use the pre-built graph index structure, and thus we have to perform a linear
search over the filtered candidates

Post-filtering
1. Performs ANN Search over X
2. Expand the search scope to find K vectors that pass the query predicate p

* Limitations: Have to build a candidate of K; (>> K) vectors to prepare for filtering that will be
performed afterwards.
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ACORN Overview: An Extended Pre-filtering Approach

* Construct a denser HNSW index by expanding and compressing neighbor lists to handle predicates
efficiently.

* Traverse the predicate-specific subgraph using a filter method to ensure only neighbors satisfying the
query predicate are considered.

* Incorporate a heuristic for expanding search neighborhoods dynamically during execution to optimize
hybrid search performance.

Fig. 3. An illustration of the predicate subgraph, shown by the green nodes. ACORN searches over the
predicate subraph to emulate search over an oracle partition index.
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Creating a Denser Graph Index

 Expand neighbor lists by collecting a larger set of candidate edges (scaled by a factor y) for each node
during graph construction.

* Apply predicate-agnostic pruning by retaining a limited number of top candidates and pruning based on
their connectivity within two-hop neighborhoods.

* Adjust the expansion factor y dynamically based on the minimum predicate selectivity for robustness
across queries.

HNSW Construction ACORN Construction

a) Find M candidate edges for node v at level | a) Find M * y candidate edges for node v at level |
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Experiment
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Recap

Retrieval Augmented Generation

Motivation: Traditional language models rely only on parametric knowledges which are
* hard to fine-tune

* hard to explain (e.g., why is this output generated?)

Idea: Retrieve, then generate
* Avretriever retrieves query-relevant documents from a corpus (i.e., database containing text)

* Areader generates the output based on the query and the retrieved results

In this class, we have focused on two aspects of RAG
* How can we retrieve query-relevant documents? How can we use them to generate an answer?

*  What are different modalities that we can retrieve from? How should we modify our retrieval and
reading method depending on the modality?



DATABASE

LAB @rosrtecH

Introduction

Multimodal (Text & Image) Data Source

Most of real-world web data are comprised of text and images.

Images can play an irreplaceable role in answering some questions.

However, most of prior works do not consider in

e.g., “Give me a recommendation of a white baby bike

Barack Obama

M 248 languages v

Article  Talk

From Wikipedia, the free encyclopedia

Read View source View history Tools v

a

"Barack" and "Obama" redirect here. For other uses, see Barack (disambiguation),
Obama (disambiguation), and Barack Obama (disambiguation).

Barack Hussein Obama II%/ (born August
4, 1961) is an American lawyer and
politician who served as the 44th president
of the United States from 2009 to 2017. A
member of the Democratic Party, he was
the first African-American presidentin U.S.
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Notation Definition
Bara(_',k Obama Mp 248 languages v.

Multimodal Data Source

W e typically deal with a data source generated from Wikipedia.

A Wikipedia webpage is simply a sequence of

* passages

 (image, caption) pairs

Definition)

D={P,.., B} U{M,y,.. M,}
e P:anatural language passage
« M = (I,C): an (image, caption) pair
* [:Animage
 (: Anatural language caption

cC

l"h‘j
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Problem Description

Multimodal Question Answering

&iven a query g and a multimodal data source D, generate the correct answer a.

 Queryq =I[qq,...,q¢] : A sequence of tokens
e Multimodal data source D : (Defined in the earlier page)
* Answera = |aq,...,a,] : A sequence of tokens
document d
. — Mu\limuda\dalaw — Mu\nmuda\dalaw _// i
E ‘ i) E
| Mu\umuda\dalm b 00 | :
i — . T
: — — :
| — ‘ ol e — |
A i !
1 ccC 1
Query q [ninii ittt ettt el ' Answer a

Multimodal data source D



DATABASE

LAB @rosrtecH

MultiModal Retrieval Augmented Generation

A multimodal retrieval augmented generation (MMRAG) model is composed of
* Retriever: Retrieves query-relevant subset of documents from the multimodal data source

* Reader: Generates the predicted answer using the query and the retrieved documents

2 8% S-{}md{=]&

Query-related Answer

O {cc] % - documents

5
5

Multimodal data source D
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Recap

Two Challenges of MMRAG  Shallenees:

*  How can we make the encoders and decoders handle multimodal data?
*  How can we train such encoders and decoders?

Reader A N T
9) (%) 6%) 9 (9) F9) B9) G%)
i [ Transformer Encoder i
. :
RetrieverT

4
=
Z
Z
v
)
Y]
—
(2]
>
7
L

[% I | Transformer
000 Encoder

é [ Transformer
LAd) L Encoder
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Challenge #1

Designing Encoders and Decoders that Handle Multimodal Data

How can we make the encoders and decoders handle multimodal data?

Reader

e o o M M o mm M M M M M mm M M M M M M M M M M M M M M m M M M M M M mm M M M M M M M M M M M M M M e M M e e

(o] (ee) (0e] (00) (e0e] (ee] (ee] (e0] (o0]

[ Transformer Encoder ] { Transformer Decoder ]

RetrieverT T
R T i T TP AP 1
|
|
N— | N— :
[% —E—»[ Transformer ]_' [%@ ' kNN Searcher :
ooo | Encoder 000 :
[% | %@ é [ Transformer ] i
S~ — | S~— LAl | Encoder |
I I
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Solution #1 Develop
Universal Encoder & Decoder * auniversal encoder that can encode text, image, or even both.

* auniversal decoder that can generate text using multimodal encodings.

Reader

e o o M M o mm M M M M M mm M M M M M M M M M M M M M M m M M M M M M mm M M M M M M M M M M M M M M e M M e e

(o] (ee) (0e] (00) (e0e] (ee] (ee] (e0] (o0]

[ Universal Encoder ] { Universal Decoder ]

RetrieverT T
] |
| |

|

~— N | N :
S | S :
. |
[% ' Universal %@ » kNN Searcher :
000 | Encoder 000 :
[ ] : Y I
: (o0] £4 [ Universal :
~— | ~— LAdy | Encoder |
1 [
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Solution #1

Inference Using Universal Encoder & Decoder

Problem: Different embeddings of two spaces!

Solution: Add an embedding layer to map them into a universal space

Universal Encoder

(e0] (eoe] (00]) (oo]0e)oe]ee] (o] (oe] (oo]ee]ee)oe] (eo]ee]oe]ee]
4 N\
T5 Encoder
lext space Image space lext space Image space lext space
(e0] (0oo] (00] (oo]ee)ee]ee] (ee] ([oe] (oo]ee]ee)ee] (ee]ee]es]ee]
T5 Text Visual T5 Text Visual T5 Text
Transformer || Transformer || Transformer || Transformer || Transformer
= o ol
\_ 7y A A A A Y,
o o

£

E3

T5 Decoder

1apo2aQ |estaniun

17
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Challenge #2

Training Encoders and Decoders that Handle Multimodal Data

The encoders and decoders have to be retrained from the ground, as a new modality of image is
introduced.

We have solve the following questions for two phases of training
*  Pretraining:
* What are some big datasets we can use for pretraining?
* How should we set the loss functions?
* How can we efficiently perform pretraining?
*  Fine-tuning:
* How should we set the loss functions?
* How can we efficiently perform pretraining?

18
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Datasets Used for Pretraining

Used 4 visual question answer benchmarks to perform pretraining

Dataset  #Size

) cC CC I5M
LAION 200M
° LAION PAQ 65M
° PAQ VQA 400K
° VQA Table 1: Pre-training Dataset Statistics

General configuration of the four datasets:

* Input: quer ( :
put: query | | | ! @ .4

* Input: query-related (image, caption) pair : _jl-: 1,0)
’

* Input: a passage describing the query-related image | : p
—J 1

*  Output: answer : I

B0

A pretraining data

19
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Problems of Naive Pretraining

=] Loss . —
Back@arohpgtagation A T
Reader e .
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| , P ( , |
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L e e e e e e e e e m e e e e e e o o e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e e = = e e e = = I
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Solution to the Problems: In-Batch Pretraining

&enerate a batch of multiple (b = 4096) pretraining data

e Solution to the training configuration problem:
. Input: qr; Ix; Ck
. Data source: Dy = {Py,P,, ..., Py, ..., Py}
. Gold passage: P,
. Answer: ay

 Solution to data source size problem: construct a data source composed of only passages from the batch.

* Solution to embedding recalculation problem: update the weight parameters for the embedder in a batch-
wise manner.

L o S Output ... Dg
_ __ i p=inininininieb i 1y —
|’ -.I |, -.I '@ q1 a (I1,Cy) A= a; | — —
I @ 4 I @ I MR PR L %
By 1 B G Deynen | Ba | & By
! [% e 2% g0 e 000 000 . 000
I L S P 3
FTI =1k PR Rt =

| & | @ al(Z)qbl_Fl-I,c |

', ', 2 O _(i_b)_ _____ ¢ Pl T— —

- Q)
---------------------------------------------------------------

Batch of training data training batch batch data source 21
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Pretraining Overview

A= < > |AZ=
Reader
| (©9) (9) (0) (9] (9 (0) (¢9) (o9) @9
i [ Universal Encoder } { Universal Decoder ] i
L e e e e e e e e e e e e e e e e e e o o e e e e e e e e = e e e = e e = = e e = = = = = = — - - - ——— |

Retriever

IDpl =4,096 - - - - e e e e e e e e mccccm e e ak e e e e e e e e e e e e e e 1 () [ ]
S N
N— N—

—1og  EXPUo(a; I; O fp (Pic))
gZP €Dp exp(fo(q; I; C)fo (P))

Lyeaa = —logge(alfe(q;I; C; R))

LCO‘H -

000 Universal o000 Nl kNN searcher
% Encoder !
o0

| Universal
% i =) 8o ) L Encoder ] L= Lcon + Lyeqa
v 1 \/
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Goals and Problems of the Fine-tuning Phase

Goal: Fine-tune the universal embedder and decoder according to our downstream task

Configurations of the MMRAG task (revisited):

* Input: query r— - '(i)' -
 Label: a gold document

\
1 |
1 1
I sl o |=) ! (I,C) or P
e Label: a hard negative document ; £@ 51’/ :
I Ka or %@ I (I’, C’) or P’
*  OQutput: answer I I
1 a
Y )
Problems of the fine-tuning phase: A fine-tuning data

* Embedding recalculation
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TWO'Sta ge Fi nE'tu n i ng Resembles in-batch pretraining
In-batch Fine-tuning
A= < > |AZ=
Reader
| (©9) (9) (0) (9] (9 (0) (¢9) (o9) @9
i[ Universal Encoder } { Universal Decoder ] i
Lo e |
<s>
(2) ' = |= R = kNN(q, Dg) ’ [ ®
®
| 2 X

Retriever
el e il 1 o o

_ exp(fo (9)fo (di))

Leon = o8y exp (o (s (@)

Lyen = — log gg(alfe(q; R))

Encoder

w ( Univc;rsal ]
(o] o0« | Encoder

L = Leon + Lgen
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Two-stage Fine-tuning
Fixed-Embedding Fine-tuning

v

Reader
| (0] (o0] (e0]) (00] [0e] (00 00] (e0] (o 0] :
| |
: . 4 kr . :
| Universal Encoder L Universal Decoder |
Lo T T————— |
° ° | <s>
( ? ] — — R = kNN(q,D) The embeddings are frozen and
are not recalculated
T T 1 T Only update the weights using the
@ generation loss
D| = 35K Retriever
- . 1 e 1

3l
%

o
o
o

lIJEnive;sal |< g ooo »| kNN Searcher
ncodaer \ [ﬁq y

A
I >( Universal ]

Encoder

(mm

Lgen = —log ge(alfo(q; R))

Although the encodings are frozen,
the encoders are still being updated!
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Experiments

26
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Goals of Experiment

1. Accuracy comparison: Does MuRAG accurately answer the multimodal questions?

2. Ablation study: How does each of MuRAG’s training method affect the end-to-end accuracy?

27
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Experiment Settings

Dataset

* MultimodalQA

*  WebQA

Dataset Train Dev Test

Image/Text Image/Text Image/Tex:

WebQA 18K/17K 2.5KR.4K 34K/4K
MultimodalQA  2.1K/7.4K 2301721

Table 3: Overall Statistics of downstream dataset.

Metrics
MultimodalQA

Exact Match
F1

WebQA

Retrieval F1
Generation Fluency
Generation Recall
Overall Generation

Competitors

No retrieval (Question-
Only)

Retriever
e CLIP (K): CLIP + kNN

MultimodalQA Reader
* AutoRouting

WebQA Reader
e VLP

28
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Accuracy Comparison

MultimodalQA

WebQA

MultimodalQA WebQA
Evaluation Distractor Evaluation Distractor
Metrics Text Image All Metrics Retrr FL  Accuracy Overall
EM F1 EM F1 EM -
Question-Only - 349 222 134
Question-Only 154 184 11.0 156 1338 VLP (Oscar) 689 426 36.7 22.6
AutoRouting 495 569 378 378 46.6 VLP + ResNeXt | 69.0 43.0 37.0 230
MuRAG 608 675 582 582 602 VLP + VinVL 70.9 442 389 24.1
Evaluation Full-Wiki MuRAG | 74.6 55.7 54.6 36.1
- Text Image All . Wik
Metrics MM Pl EM F ™M Evaluation | Full-Wiki
CLIP (10) + CLIP (2) + VLP 11.9 34.2 24.1 14.6
A . 356 402 325 325 34.7 CLIP (20) + VLP | 240 36.1 27.2 16.1
utoRouting
MuRAG 497 561 565 565 514 MuRAG 397 507 478 31.5

Table 5: Multimodal dev-set results on the subset.

Text question EM:
Image question EM:
Retrieval performance:
Generation fluency:

Generation accuracy:

Table 4: WebQA official test-set results indicated
on leaderboard® as of May 2022. Retr denotes
the retrieval-F1 score. FL refers to fluency metric
BARTSCcore, and Accuracy refers to keyword match-
ing F1 score, they are combined as Overall.

10+%p increase

20+%p increase

15%p increase in in full-wiki setting
12%p increase under distractor setting

16%p increase under full-wiki setting

29



DATABASE

LAB @rosrtecH

Ablation Study: Pre-training Data Source

Pre-train Dataset FL.  Accuracy Overall
None 42.5 36.1 23.5
CC 46.4 41.3 25.6
LAION 47.8 44.8 28.3
VQA 47.0 44.4 27.4
PAQ 46.8 42.8 27.0
LAION+CC 49.5 47.4 30.7
LAION+CC+PAQ 53.7 51.8 34.4
LAION+CC+PAQ+VQA 55.7 54.6 36.1

Table 6: Ablation Study for different pre-training cor-
pus, score under distractor setting.

Examined the contributions of different pre-training data sources
Without any pre-training: overall score 23.5, underperforms all baselines

Pretraining with only one data source: Best accuracy with LAION dataset
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Ablation Study: Two-stage Fine-tuning

Model WebQA  Multimodal
MuRAG (Only In-Batch) 294 49.6
MuRAG (Only Fixed-Retrieval) 25.8 40.7
MuRAG (Two Stage) 31.5 514

Table 7: Ablation Study for different fine-tuning stages
to see their contributions. WebQA uses the overall
score, and MultimodalQA refers to EM-all score.

Examined the contribution of each stage in two-stage fine-tuning
* Onlyin-batch fine-tuning: accuracy drop by 2%p in both datasets
e  Only fixed-retrieval fine-tuning: accuracy drop by about 6%p (WebQA) and 11%p (MultimodalQA)

-> Necessary to adapt MuRAG’s pre-trained retriever to the downstream datasets.
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APPENDIX
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Human Analysis: Error Categorization

Evaluation Model Correct Wrong

MuRAG (Text) 80%  20%
MuRAG (Image)  64%  36%

MuRAG (Text) 2%  28%
MuRAG (Image)  54%  46%

Table 8: The human evaluation results on WebQA
dataset separately for image/text queries.

Distractor

Full-Wiki

Manually studied 200 model outputs and classified them into 3 categories
* Image queries are much harder than text queries

* Full-wiki setting is harder than the distractor setting
. Distractor setting: 64%
. Full-wiki setting: 54%



DATABASE

LAB @rosrtecH

Qualitative Analysis: Error Categorization

Some qualitative reasons for these errors R N
* Some questions are related to infrequent objects Table 9: Error categorization and their ratios on sam-

pled WebQA-dev image queries.
* The image scenes are highly complex with a large number of

objects

Waterpark in Ayia Napa ... Facade of Grand Palais, Paris 9 ...

N

* The questions require optical character recognition ability
from images

Q: At the waterpark in Ayia Napa, How many spaces for
" are there waterslides that are banner flags to be hung are

taller than trees? there between the columns

p- Yes, at the waterpark in Ayia on the Grand Palais?

* Napa there are waterslides that There are two spaces for
are taller than trees. banner flags to be hung.

R: Yes, there are waterslides taller There are three spaces for
than trees. banner flags to be hung.
Museum exhibits IMNH exhibit ~ Museum of international folk
in located in Pocatello Idaho. art display Display

at the ...
e

Q: What kind of lighting is on the ceiling at the Museum of
" International Folk Art in Santa Fe and the IMNH exhibit in
Pocatello Idaho?
p: Track lighting is on the ceiling at the Museum of International
Folk Art in Santa Fe and the IMNH exhibit in Pocatello Idaho.
R: Spot lights are on the ceiling.
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Vision-Language Pretraining Model Overview

Unified Vision-Language Pre-training seq2seq bidirectional
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A girl with an upside-down umbrella. A: Yes
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E ; E Q: Is the umbrella upside down?
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Unified Encoder-Decoder for Vision-Language Pre-Training
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Figure 2: Model architecture for pre-training. The input comprises of image input, sentence input, and three special tokens
([CLS], [SEP], [STOPY)). The image is processed as N Region of Interests (Rols) and region features are extracted according
to Eq. 1. The sentence is tokenized and masked with [MASK] tokens for the later masked language modeling task. Our Unified
Encoder-Decoder consists of 12 layers of Transformer blocks, each having a masked self-attention layer and feed-forward
module, where the self-attention mask controls what input context the prediction conditions on. We implemented two self-
attention masks depending on whether the objective is bidirectional or seq2seq. Better viewed in color.
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