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Overview of This Seminar

* |ntroduction
* Background
* Problem Definition

* Methodology of Benchmark Generation
* Generated Semi-structured Knowledge Bases
* Query-Ground Truth Entity Set Generation

* Analysis of Benchmark
* Experiments
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Introduction



Semi-Structure Retrieval Benchmark

Description: Generate a benchmark for the task of retrieving nodes
via natural language on semi-structured knowledge base.

Example USE Case: |nf0rmaﬁ0n Can you find a push-along tricycle from
. ‘ Radio Flyer that is both fun and safe for my kids?
retrieval on e-commerce web P

search
* People express complex concepts that

need both structured and
unstructured information.

Title: Ultimate Stroll 'N Tricycle

Feature: - AGES 1 TO 5 YEARS ...

Dimensions: 37.2"x34.3"x22"
escription: The ultimate grow-with-me

trike. There are 4 ways to ride ...

Review: #1 :Very sturdy and good ...

Customer Q&A:

Q: Is it easy to assemble?

A: Semi - easy to assemble :-) ...

Figure 1. An example case of semi-structure retrieval
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Motivation of Research

Problems of previous works

* Focused on either purely textual queries on unstructured
knowledge or structured SQL or knowledge graph queries.

* Multi-hop reasoning benchmarks are either limited in the span
of knowledge or lack in diverse textual properties and explicit
relational information.

* LLM retrieval techniques remain an open question of how to
effectively apply them to the specific challenge of retrieval from
semi-structured knowledge bases.
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Contributions

* Natural-sounding queries on semi-structured knowledge: the
qgueries are crafted to incorporate rich relational information and
complex textual properties.

* Context-specific reasoning: The queries entail reasoning
capabilities specific to the context.

* Diverse domains: wide range of content and domains, reflecting
the diverse nature of real-world information needs.
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Background
Semi-Structured Knowledge Base (SKB)

A semi-structured knowledge base corresponds to a labeled
property graph.

- — —— —

Component in labeled Component in semi-struc- also
viewe
property graph tured knowledgebase @~ | / TTU-———__X

Node Entity Y woum| P

Node label Entity type Title: Ultimate Stroll 'N Tricycle
Feature: - AGES 1 TO 5 YEARS ...

. . . Di ions: 37.2"x34.3"x22"

Node properties and values Textual information Description: The ultimate grow-with-me
trike. There are 4 ways to ride ...

Edge Relation Review: #1 :Very sturdy and good ...
Customer Q&A:

o |\ Q: Is it easy to assemble?
Edge label Relation type ' A: Semi - easy to assemble :-) ...
Table 1. Relationship between the components of a Amazon Semi-structured Knowledge Base

labeled property graph and the components in SKB
Property grap P Figure 2. An example SKB
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Background
Semi-Structured Knowledge Bases (SKB)

product product
also viewed

Title: shelf Title: trolley has brand
has brand

G/SO )
Q
b d aISO q also brand
ran
bought 8 bought _
.e\ﬁe Name: Radio Flyer
Name: IKEA OQ\ Title: Ultimate Stroll 'N Tricycle
’6\6 Feature: - AGES 1 TO 5 YEARS ...
Dimensions: 37.2"x34.3"x22"
product Description: The ultimate grow-with-me
trike. There are 4 ways to ride ...
has brand Review: #1 :Very sturdy and good ...
Customer Q&A:
. . . ( H Q: Is it easy to assemble?
has brand product Title: Ultimate Stroll ‘N Tricycle N e
Feature: - AGES 1 to 5 YEARS... A S ot t d K led B
. . . . mazon mi-str r now
Title: chair also Dimensions: 37.2” x 34.3” x 22" P SRS R N SO S N

Description: The ultimate grow- Figure 2. An example SKB

with-me-trike. There are 4 ways
toride...

viewed

Figure 3. Representation of SKB in Figure 2. in a labeled knowledge graph
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Problem Definition
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Problem Definition

Retrieval Task on SKB

Description: Retrieve node entities over an SKB given a natural
language query.

* |nput: natural language query

* Input: SKB

* Qutput: a set of nodes within the SKB

Example query Title of ground truth node(s)
Looking for durable Dart World brand dart flights that <Amazon Standard Flights>
STARK-AMAZON resist easy tearing. Any recommendations? <Dart World Broken Glass Flight> (12 more)
What are recommended scuba diving weights for experienced divers <Sea Pearls Vinyl Coated Lace Thru Weight>

that would fit well with my Gorilla PRO XL waterproof bag?

Search publications by Hao-Sheng Zeng on non-Markovian dynamics.  <Distribution of non-Markovian intervals...>
<Comparison between non-Markovian...>

STARK-MAG
What are some nanofluid heat transfer research papers published by <A Numerical Study on Convection Around A
scholars from Philadelphia University? Suqare Cylinder using AL203-H20 Nanofluid>
Could you provide a list of investigational drugs that <(S)-3-phenyllactic Acid>,
interact with genes or proteins active in the epididymal region? <Anisomycin>, <Puromycin>
STARK-PRIME Search for diseases without known treatments and induce <Intrahepatic Cholestasis>

pruritus in pregnant women, potentially associated with Autoimmune.
Please find pathways involving the POLR3D gene within nucleoplasm. —<RNA Polymerase III Chain Elongation>

Which gene or protein associated with lichen amyloidosis can <OSMR>, <IL31RA>
bind interleukin-31 to activate the PI3K/AKT and MAPK pathways?

Table 2. Example pairs of query and answer node set for SKB retrieval task
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Problem Definition
Benchmark for Retrieval Task on SKB

A benchmark for retrieval task on SKB is comprised as
* A semi-structured knowledge base
e Aset of (query, ground-truth entity set) pairs

12
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Benchmark Generation

13



DATABASE

LAB @rostecH

Generated SKBs

* STaRK has generated 3 SKBs
e The statistics for each SKB are as follows:

#entity #relation ave. #entities  #relations #tokens

types types degree
STARK-AMAZON 2 3 3.0 1,032,407 3,886,603 592,067,882
STARK-MAG 4 4 10,6 1,872,968 19,919,698 212,602,571
STARK-PRIME 10 18 62.6 129,375 8,100,498 31,844,769

Table 3. Statistics for the 3 semi-structured knowledge bases of STaRK

14
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Generated SKB : Example

MAG Semi-structured Knowledge Base
Generation steps:

1.

Select papers shared between obgn-MAG
and obgn-papers100M.

Extract subgraph of obgn-MAG based on
the selected papers to earn relational
structure.

Extract textual information such as titles
and abstracts for papers from obgn-
papers100M.

Augment the textual information by
integrating details (e.g., venue, author and
institution names) from the Microsoft
Academic Graph database.

Title: Distribution of non-Markovian
intervals for open qubit systems
Abstract: We study non-
Markovianity of open qubit systems

author
writes paper

Publication Date: 2011-11-01
Venue: Chinese Physics B

paper has
field of study

paper
cites paper

author belongs
to institute

paper has
field of study

MAG Semi-structured Knowledge Base

Figure 5. The MAG semi-structured knowledge base

15



" Query-Ground Truth Entity Set Generation
Overall Idea

The process of generating a (query, ground truth entity set) pair
from a SKB can be interpreted as

1. Query generation: Picking a subgraph of SKB
1. Determine the nodes, node labels, relations types of a subgraph.
2. Determine the properties of a subgraph.

2. Ground truth entity set generation: Filtering entities that match
the subgraph of (1)
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Query-Ground Truth Entity Set Generation
Overview

@ Ground truth entity set

Filter Multiple r
Answers "( ) ( ) ( )I

I 1

- = l‘ - Textual properties

______ ( 1 @ ,

! pre-defined ( ) ( ) ( )l Pick a Node &

| —> Extract Textual —— property: value
|

|

\

SKB-specific |( ) () ( )I Properties

subgraph

I

|

|

I
_ lemplates Sample Candldate answer entities

Relational
Requirements
. o A 4
Semi-structured KE Relational requirement .
(SKB) Combine

Textual and
> —_—
D/D\C) Relational Query
Information

Figure 4. Overall flow of a single query - ground truth entity set pair generation.
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Query-Ground Truth Entity Set Generation
Overview

—————————

______ (
II Pre-defined | ( ) O )'
SKB-specific
' P ' .( ) () ( )-
I subgraph |
N A et
‘~ iemp_la'ges_ - Sample Candldate answer entities
Relational
o Requirements
. .
Semi-structured KE Relational requirement

(SKB)

oo
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Query-Ground Truth Entity Set Generation
Overview

((— — — @ Textual properties
( ) ( ) ( ) I Pick a Node &
> Extract Textual —
|( ) ( ) ( ) l Properties

Candldate answer entities

19
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MB@Query-Ground Truth Entity Set Generation
Overview

Textual properties

property: value

Relational requirement @ v
a Combine

. Textual and
Relational
Information

— Query

20
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Query-Ground Truth Entity Set Generation

Overview

@ Ground truth entity set

Filter Multiple ( ) () ( )'

Answers

I 1

- == l‘ - Textual properties

(
OO0 O,
OO O

Candldate answer entities
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Query-Ground Truth Entity Set Generation
Overview

—————————

______ (
II Pre-defined | ( ) O )'
SKB-specific
' P ' .( ) () ( )-
I subgraph |
N A et
‘~ iemp_la'ges_ - Sample Candldate answer entities
Relational
o Requirements
. .
Semi-structured KE Relational requirement

(SKB)

oo
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Query-Ground Truth Entity Set Generation

Step 1: Sample Relational Requirements

Initiate a relational requirement by sampling a relation template.
* Relational requirement: Subgraph expressed in string format

* Nodes, node labels, relations, and one property-value is expressed.

 Relation template: A template for generating relational
requirement

Relational templates

Global example

query: Search publications by Hao-Sheng Zeng
on non-Markovian dynamics.

ground truth entity set:

Distribution of non- Comparison between
Markovian intervals... non-Markovian...

Relational requirement
author

paper
name: Hao-Sheng Zeng

Can you list the papers
authored by Hao-Sheng Zeng?

Candidate ground truth entity set

7 \
- Can you list the papers authored [
by <author>? :
- Which papers have been citedby > Sample
the paper <paper>? :
. ] I Semi-strsl.;(c;;lred KE
- Can you provide a list of papers I l
in the field of <filed_of_study>? |
| Can you list the Pick a node to
- What papers have been 1 papers authored by ——  instantiate
published by researchers from I <author>? template
<institution>? !

title: Equivalence of
the measures of ...

paper paper paper

title: Comparison between
non-Markovian

title: Distribution of non-
Markovian intervals...

23
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Query-Ground Truth Entity Set Generation
Overview

((— — — @ Textual properties
( ) ( ) ( ) I Pick a Node &
> Extract Textual —
|( ) ( ) ( ) l Properties

Candldate answer entities
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Query-Ground Truth Entity Set Generation

Step 2: Extract Textual Properties

1. Pick gold answer from candidate entity set.

2. Extract textual property from gold answer
using LLM.

* Textual property: Property-value constraint of gold
answer expressed in string format.

Candidate ground
truth entity set

paper
Title: Equivalence of
the measures of ...

paper .
— Picki1 —
Title: Distribution of non-

Markovian intervals...

paper
Title: Comparison between
non-Markovian

Gold answer

paper @

Title: Distribution of non-Markovian
intervals for open qubit systems
Abstract: We study non-Markoianity of
open qubit systems..

Publication Date: 2011-11-01

enue: Chinese Physics B

Global example

query: Search publications by Hao-Sheng Zeng
on non-Markovian dynamics.

ground truth entity set:

Distribution of non- Comparison between
Markovian intervals... non-Markovian...

Extract textual
property

Claude-v2
GPT-3.5-turbo-16k

Textual property

“non-Markovian dynamics”

) paper
Abstract: ... non-
Markovian dynamics ...

25
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MB@Query-Ground Truth Entity Set Generation
Overview

Textual properties

property: value

Relational requirement @ v
a Combine

. Textual and
Relational
Information

— Query
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Query-Ground Truth Entity Set Generation

Step 3:Query Generation

Fuse relational requirement and textual Global example

. query: S h publicati by Hao-Sh Z
property with LLMs. O o noMarkovian dypamics,

ground truth entity set:

1. Ensure natural-sounding query (o) (o

2. Enrich context, rephrase the language

Relational requirement

author paper
name: Hao-Sheng Zeng

Can you list the papers @ @

authored by Hao-Sheng Zeng? ——— Search publications by
Fusion: stage1 — p— —> Fusion: stage 2 — > Hao-Sheng Zeng on non-
Textual property - o Markovian dynamics.
“non-Markovian dynamics” Claude-v2 Middle result GPT-3.5-turbo-16k
sentence

paper
Abstract: ... non-
Markovian dynamics ... 27
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Overview

@ Ground truth entity set

Filter Multiple ( ) () ( )'

Answers

I 1

- == l‘ - Textual properties

(
OO0 O,
OO O

Candldate answer entities
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Query-Ground Truth Entity Set Generation
Step 4: Ground Truth Entity Set Generation

Assess whether each remaining candidate Global example

query: Search publications by Hao-Sheng Zeng

meets the additional textual requirement. on non-Markovian dynamics
ground truth entity set:

e Candidates that pass the verification across 3 (o™ ()
Claude models are included in the final

non-Markovian...

ground truth answer set.

Candidate ground truth entity set
(excluding gold answer)

paper paper Ground truth entity set
T e e e EEEEEE_—_—_——_——
. . \
title: Equivalence of | \ title: Comparison between [ " |
the measures of ... hon-Markovian @ @ @ I Additional answer set Gold answer |
|
e s . _ aper aper |
Verification Using 3 < Pap pap :
Textual property Claude Models I title: Comparison between Title: Distribution of non- J |
“non-Markovian dynamics” (Unanimous) I\ non-Markovian Markovian intervals... I

7/
paper N o e e e e e e e e e e e e e e e e = -
Abstract: ... non-
Markovian dynamics ... 29
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Analysis

30
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Query and Answer Length

* Query length: Number of tokens in a query
* Reflects the amount of context information provided by user.

* Answer length: Number of ground truth answer nodes for a query
* |ndicates the level of inclusiveness or ambiguity of queries within a specific

SKB.
STARK-AMAZON 0.254 STARK-AMAZON

0.961 STARK-MAG STARK-MAG

0.051 STARK-PRIME 0.201 STARK-PRIME
é\ 0.041 8.
&
O 0.031
[ 0.10

0.02

0.051
0.01
0.00 T " T - : - - 0.00 T T - " ;
0 10 20 30 40 50 60 70 0 10 20 30 40 50 60
Query length Answer length

Figure 5. Distribution of query and answer lengths on STaRK datasets. 31



Query Diversity

The diversity of query is measured with the diversity of tokens
(token distribution).

* Entropy
° H(x) - = Zx EVocab p(x) log p(x)
* Type-Token Ratio Shannon_Type-Token
e TTR = # of unique tokens Entropy Ratio
"~ Total number of tokens STARK-AMAzON | 10.39 0.179
STARK-MAG 10.25 0.180
STARK-PRIME 9.63 0.143
Reference! 10.44 0.261

Table 4. Query diversity measurement on STARK.
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Ratio of Relational vs Textual Information

Analyze the proportionality between relational and textual information.

e Calculate the ratio of the length of relational requirements to the
length of textual properties.

Example query

STARK-AMAZON

Looking for durable Dart World brand dart flights that
resist easy tearing. Any recommendations?

What are recommended scuba diving weights for experienced divers
that would fit well with my Gorilla PRO XL waterproof bag?

STARK-MAG

Search publications by Hao-Sheng Zeng on non-Markovian dynamics.

What are some nanofluid heat transfer research papers published by
scholars from Philadelphia University?

STARK-PRIME

Could you provide a list of investigational drugs that
interact with genes or proteins active in the epididymal region?

Search for diseases without known treatments and induce
pruritus in pregnant women, potentially associated with Autoimmune.

Please find pathways involving the POLR3D gene within nucleoplasm.

Which gene or protein associated with lichen amyloidosis can
bind interleukin-31 to activate the PISK/AKT and MAPK pathways?

Table 5. Example pairs of query and answer node set for SKB retrieval task
(Relational requirements are expressed in blue,

and

)

Textual Information Relational Information
STARK-AMAZON -
STARK-MAG -
STARK-PRIME
0.0 0.2 0.4 0.6 0.8 1.0

Figure 6. Average relative composition of
relational requirement vs. textual property

33
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Human Evaluation

63 participants evaluated STaRK with 3 aspectsin 1 ~ 5 points:
* Natural-sounding (resembling natural conversation)

* Diverse (covering a wide range of question structures and complexity levels)

* Practical (relevant and useful in real-life situations)

Naturalness  Diversity  Practicality
STARK-AMAZON | 73.6/89.5 68.4/89.5 89.5/94.7

STARK-MAG 0477100 73.7/84.2 68.4/84.2
STARK-PRIME 67.8/92.8 T71.4/82.1 71.4/89.3
Average 78.7/94.1 71.0/853 76.4/89.4

Table 6. Positive (4~) / Non-negative (3~) rates (%) of responses in each aspect of human evaluation.
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Experiment
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Experiment Goals and Settings

* Goals
* How well do current retrieval approaches perform on our benchmark

datasets?
* What challenges are revealed by the experiments, and what are the

potential future directions for improvement?

e Setting
* GPU setting: NVIDIA A100-SXM4-80GB * 1

36
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Proposed Baseline Retrieval Methods

Vector Similarity Search .~ Multi-Vector Similarity Search

encoder = ada-002 encoder = ada-002
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Proposed Baseline Retrieval Methods

[ J
Dense Retrlever Encoder fine-tuning is done via contrastive learning, with 20 hard negatives per positive sample
Query Fine-tuned
A .
— o Query ® Searched entities
— " Encoder
L____ | .

roberta-base

SKB
o —_—_—_—EE_EEE_———_—_—————— N\ o —_—_—_—EE_EEE_———_—_——————
: : ()
| : . [® ® : De.nse |,
I : 1 |@ ( H ) ® : retriever
I | | [ ] o I
| I Fine-tuned I I
| I Entity I ° ol
I | Encoder ——*
1 I | . . |
| I I\® Q)
I roberta-base I
I ® I
: ! : ® !
| . |
! ] ! ]
N o e e e e e e e e e e 2 N o e e e e e e e e e e 2
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Proposed Baseline Retrieval Methods

QAGNN

E
QA;:::‘;** @—- °

Probability
KG Ph score
Retrieval as o m ng

“ QA-GNN

39
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Proposed Baseline Retrieval Methods

VSS + LLM Reranker

encoder = ada-002

40
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Metrics

Effectivity
e Hit@k

e Hit@1
e Hit@5
e Recall@k
e Recall@20

* Mean Reciprocal Rank
Efficiency
e Latency

Query: Could you provide a list of investigational drugs that
interact with genes or proteins active in the epididymal region?

Ground truth entities

(S)-3-
(phenyllactic Anisomycin Puromycin
Acid

Search results (sorted in descending similarity scores):

Apimostinel ‘ Anisomycin ’ i Arketamine ’ ‘ Enobosarm ’ Puromycin

8 ) (5)3 (1)
Endoxifen Leflutrozole phenyllactic MVT-602 HCP-1302
Acid

Hit@1 Hit@5 Recall@5 MRR

0 1 2/3 1/2

Figure 7. An example search result and its evaluation.
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Main Experimental Results

Dense Retriever QAGNN VSS Multi-VSS  VSS+Claude2 VSS+GPT4
(roberta) (roberta) (ada-002) (ada-002) Reranker Reranker
Hit@1 0.1529 0.2656 0.3916 0.4007 0.4266 0.4479
STARK-AMAZON Hit@5 0.4793 0.5001 0.6273 0.6498 0.6746 0.7117
Recall@20 0.4449 0.5205 0.5329 0.5512 0.5376 0.5535
MRR 0.3020 0.3775 0.5035 0.5155 0.5329 0.5569
Hit@1 0.1051 0.1288 0.2908 0.2592 0.3202 0.4090
STARK-MAG Hit@5 0.3523 0.3901 0.4961 0.5043 0.5334 0.5818
Recall@20 04211 0.4697 0.4836 0.5080 0.4834 0.4860
MRR 0.2134 0.2912 0.3862 0.3694 0.4129 0.4900
Hit@1 0.0446 0.0885 0.1263 0.1510 0.1611 0.1828
STARK-PRIME Hit@5 0.2185 0.2135 0.3149 0.3356 0.3582 0.3728
Recall@20 0.3013 0.2963 0.3600 0.3805 0.3598 0.3405
MRR 0.1238 0.1473 0.2141 0.2349 0.2466 0.2655

Table 7. Main experimental results.

42
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Efficiency Experiment Result

Dense Retriever QAGNN VSS Multi-VSS  VSS+Claude VSS+GPT4
STARK-AMAZON 2.34 2.32 5.71 4.87 27.24 24.76
STARK-MAG 0.94 1.35 2.25 3.14 22.60 23.43
STARK-PRIME 0.92 1.29 0.54 0.90 29.14 26.97
Average 1.40 1.65 2.83 2.97 26.33 25.05

Table 8. Latency (s) of the retrieval systems on STaRK.
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Generated SKB 1

Amazon Semi-structured Knowledge Base

Generation method:

* Generation method of knowledge
graph is not denoted.

* Textual information for products
obtained by

* the meta data from Amazon
Product Reviews.

* customer Q&A records from Amazon Semi-structured Knowledge Base
Amazon QUGS“O” and Answer Data. Figure 4. The Amazon semi-structured knowledge base

Title: Ultimate Stroll 'N Tricycle
Feature: - AGES 1 TO 5 YEARS ...
Dimensions: 37.2"x34.3"x22"
Description: The ultimate grow-with-me
trike. There are 4 ways to ride ...
Review: #1 :Very sturdy and good ...
Customer Q&A:

Q: Is it easy to assemble?

A: Semi - easy to assemble :-) ...

45
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Generated SKB 3

Prime Semi-structured Knowledge Base
Generation steps:

1.
2.

Leverage the existing knowledge graph PrimeKG

Integrate the textual details from multiple databases for gene/protein
and pathway entities such as genomic position, gene activity summary
and pathway orthologous event.

indication/contraindication

presen t/absent
@ Anatomy
expression

Phenotype  present

Disease Name: GM1
/ gangliosidosis type I
Definiton:
GM1 gangliosidosis
type 1 is the severe
\_ ' infantile form of GM1
\ . gangliosidosis with
variable neurological
manifestations...
Epidemiology:
Type 1 is the most
frequent form but the
exact prevalence is
not known.

Name: GPANK1
Alias: DYRK1AP3,
PAHX-AP, PAHXAP1
Description:

This gene encodes
a protein which is
thought to play a
role in immunity.

Multiple alternatively \
spliced variants,

encoding the same

protein, have been y;
identified.

carrier

Gene

Pathway Molecular function

Prime Semi-structured Knowledae Base

46

Figure 6. The Prime semi-structured knowledge base



