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Multimodal Documents

Real-world documents are often multimodal.

* Examples of such multimodal documents include webpages, PDFs, presentation slides, etc.

We refer to the elements that make up a document as multimodal components.

* Correctly resolving the relationships between the components is a key factor in performing question-

answering tasks.

Barack Obama

Article  Talk

From Wikipedia, the free encyclopedia
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Barack Hussein Obama II%/ (born August
4, 1961) is an American lawyer and
politician who served as the 44th president
of the United States from 2009 to 2017. A
member of the Democratic Party, he was
the first African-American presidentin U.S.
history. Obama previously served as a
U.S. senator representing lllinois from
2005 to 2008 and as an lllinois state
senator from 1997 to 2004.

Obama was born in Honolulu, Hawaii. He
graduated from Columbia University in
1983 with a Bachelor of Arts degree in
political science and later worked as a
community organizer in Chicago. In 1988,
Obama enrolled in Harvard Law School,
where he was the first black president of
the Harvard Law Review. He became a
civil rights attorney and an academic,
teaching constitutional law at the University
of Chicago Law School from 1992 to 2004.
In 1996, Obama was elected to represent
the 18th district in the lllinois Senate, a
position he held until 2004, when he
successfully ran for the U.S. Senate. In the
2008 presidential election, after a close
primary campaign against Hillary Clinton,

An example of a multimodal webpage

Barack Obama

Official portrait, 2012
44th President of the United States
In office
January 20, 2009 — January 20, 2017
Vice President Joe Biden
Preceded by  George W. Bush
Succeeded by Donald Trump

United States Senator
from lllinois

In office
January 3, 2005 ~ November 16, 2008
Preceded by  Peter Fitzgerald
Succeeded by Roland Burris

Member of the lilinois Senate
from the 13th district
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The Proof of Innocence

Dmitri Krioukov!

# Cooperative Association

Internet Data Analysis (CAIDA),

ation. for
University of California, San Diego (UCSD), La Jolla, CA 92095, USA

We show that If a car stops at & stop sign, an observer, o.¢, a police officer, located at a certain
istaneo perpendiculas (o the car rajocory, st have an eion that th ca does mot sop, i the
following three conditions are satisfid: (1) the observer measures not the linear but angular speed
of the car; (2) the car decelerates and subsequently accelerates rolatively fast; and (3) there is &

short-time obstruction of the obscrvar's view of the car

the moment when both cars are near the stop sign.

I INTRODUCTION

It is widely known that an observer measuring the
speed of an object passing by, measures not its actual
linear velocity by the angular one. For example, if we
stay not far away from a railroad, watching a train ap-
proaching us from far away at a constant spoe

ing faster and faster, and when it actually passes us, its
visual speed is maximized.

‘This observation Is the first building block of our proof
of inocence. To make this proof rigorous, we first con-
sider the relationship between the linear and angular
Speeds of an object in the toy example where the ob-
joct moves at a constan linear speed. We then proceed
1o analyzing a picture reflecting what really happened
in the considered case, that is, the case where the linear

object is not constant, but what is constant
instead i the deceleration and subsequent aceeleration of
the object coming 1o & complete stop at a point located
closest to the observer on the object’s linear trajectory.
Finally, in the last section, we consider what happens
if at th al moment the obserser’s view is briefly
obstructed by another external object.

II. CONSTANT LINEAR SPEED

Consider Fig. 1 schematically showing the geometry of
the considered case, and assume for a moment that C's
linear velocity is constant in time ¢,

w(t) = . o)
Withou oss o genralty wecanchacs time uns {such
hat ¢ = 0 corresponds to the moment when C'is at S.

e dtanen = & ey
()= . ©
Observer O visually measures not the linear speed of C

but its angular speed given by the first derivative of an-
gle a with respect to time .

o= ®

 an external object, ¢.8., another car, at

e s (stop sign) Liane)

0 (polce offcer)

FIG. 1 The disgun showing schematiclly the geometry of
the considered case. Car C moves along line L. lts current
Tinear specd is v, and the ot <|.mm from stop sign 5

'S| = . Another road connects to L perpendicularly

5. Palice offcer O s locaed on tha roud ot distance o
from the Intersection, [05] = o. The angle between OC and

To express aft) in terms of ry and x(t) we observe from
triangle OCS that
&

tana(t) =

@)
leading to

a(t) = arctan i’) ®)

Subsiiuting the last expression into Eq. (3) and using
the standard differentiation rules there, l.e., specifics
the fact that

1

4 arctan £(t) = Eyt

@t

©)

where f(t) is any function of ¢, but it is f(t) = vot/ro
here, we find that the angular speed of C that O observes

An example of a PDF file
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Open-domain Multimodal Document Retrieval

&iven a data source D, a link mapping £ and a query g, correctly retrieve a ranked list of components =
[Cy, ..., Cp,.,.]. The goal for R is to contain the ground truth set of query-relevant components = {Cy; , ..., Cy¢ }

e DatasourceD = {Dl, ""Dkdoc}
. Multimodal document D = [(;, v Ch o ]
P
e ComponentC € {P,T, I}
* Passage P : a natural language string
 Table T : A matrix of natural language strings
* Image I : A tensor of floating point numbers
e LinkmappingL=C—->D

*  C:Asetof all components within D

A document is composed of multimodal components Question

_5 . [% voe L |

I \ PR
\* Retriever : Question-related
BTy G?‘w G?‘} G?‘} I | components
55- :=;J §=‘-J §=- ¢ . @ 0— TT-T7777"

Data
Source

]
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Traditional Approaches: TextRAG and

Multimodal
Documents

- —

TextRAG

VisRAG

~

In the n L y t lugl mperac hc

arried Mumta: , how many slender minarets

surround the central dome? )
x

'
@ Shah Jahan

Shah Jahan commissioned ma

. bank of the

The Taj Mahal is an
ivory white marble
mausoleum on the right

river Yamuna in Agra,
India.

=

Lossy

Summarization

Loss of
hyperlinks

I

' many monuments, including
' the Red Fort, Shah Jahan

1 Mosque and the Taj Mahal’

The picture captures a
:classic, head-on view of
:the Taj Mahal in Agra,
1 India. The ivory-white

i marble mausoleum dominates

i the scene with its large
| central onion dome.

(@ Minarets? Not a

word about them!

TextRAG Retriever
(<)

j (b)

| see Shah
Jahan...

but no trail

to follow!

Everything's
crammed
into one

screenshot!

VisRAG Retriever
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Key Aspects of Multimodal Document Retrieval

* Preserve structure: Model and exploit both inter-document links and intra-document relationships
among components to maintain context and reasoning paths.

 Modality awareness: Identify which modality (text, table, figure/image) actually contains the evidence
and route retrieval/scoring accordingly.

* Granularity alignment: Index and score at modality-appropriate levels—e.g., paragraph/sentence for
text, table/row/cell for tables, and image/object/region for visuals.
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Key Ideas of Our Approach

* Layered Component Graph

* Represents two granularities for each component.
. Paragraph -> Sentences
* Table -> Rows
* Image -> Detected subimages

* Expresses the link mapping and intra-document relationships as edges among components.
* Uses multimodal embeddings to prevent any loss from modality conversion.

* Retrieval Algorithm

* Fine-grained interaction with the graph and the query
*  Query decomposition
* Lateinteraction
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Overview of LILaC

(a) Layered Cornponent Graph Construction
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Layered Component Graph Construction

Component
Tree

Generation

Inter-
Component
Edge
Generation

Component Tree Generation

1. Break down components into
subcomponents
- Passage -> Split into sentences
using SAT [1]
- Table -> Split into rows
- Image -> Detect subimages
using MLLM

2. Connect each component with
its subcomponents.

Inter-Component Edge
Generation

Generate an undirected edge for

. Every pair of components
within the same document.

. Every pair of component with
its linked document’s
components.

[1] Frohmann, Markus, et al. "Segment Any Text: A Universal Approach for Robust, Efficient and Adaptable Sentence Segmentation." Proceedings of the 2024

Conference on Empirical Methods in Natural Language Processing. 2024.
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Background

Multimodal Embedders

Multimodal embedders embed a natural language sequence, an image, or a combination of two into a
single vector.

Their retrieval setting includes an instruction for each retrieval.
* Instruction includes information about the target modality or target semantics of the retrieval.

e Such instruction information is not given some cases (e.g., our problem setting).

Instruction: Retrieve Instruction: Retrieve a Wiki page
a similar image. that answers this question.
Query Imagex Query Text + Image Instruction: Find a Wiki article

Instruction: Retrieve a news
headline image.

that answers my question.

Who

manufactured ‘:“ . vy Query Text + Image

Query Text
GOP presidential candidate What year was
this painting

Ron Paul makes a point to Mitt
Romney and Rick Santorum at the created?
New Hampshire Republican debate.

Text Candidate

News Headline: Mitt A Sunday Afternoon on the

Romney wins. He is so T
5 : Image Candidate Text + Image Candidate Island of La Grande Jatte was
(T elieee] iz el 9 painted from 1884 to 1886 and

et cRee McDonnell Douglas was a is Georges Seurat's most

the biggest upsets ... major American aerospace famous work. ..
manufacturing corporation and
€2

defense contractor ...
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LLM-Driven Query Decomposition

A single query may include multiple evidences needed to locate multiple components. Such components
may differ in their modalities.

Idea:

a. Decompose the given query so that each subquery contains fine-grained evidence for the target of
retrieval.

b. Estimate (i.e., classify) the target modality for each subquery, and use it to generate an instruction for
each subquery embedding.

Modality
Classification

10
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Late-Interaction-Guided Graph Traversal

?. Initiate the graph Go by performing kNN search over the coarse-grained components using the coarse-
grained query Q.

2. Iteratively (for n; times)
2.1. Expand the graph by performing a one-hop node expansion.
2.2. Leave top-b query-relevant edges among the expanded graph.

e e o e e e e o e o mm e e e e e e e e e e e e e e e e e e e e e e e e e e o e e = = e

[ Late-interaction-guided [ G n=1
1 0 14
; Graph Traversal h=2
I v
Q ! Initial =
: mt.na One-hop (DX n;
? Candldate do e
Layered Component Graph J Node No !? !
P g Expansion 1
: Search i
I
1
g J ; g?’ll’
r 'y 1

J
- o o e - e o =

e
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Edge-level Late Interaction

oal: Similarity calculation of a query and an edge
Input:

* Queryembedding Q
®*  Subquery embeddings Qsup = {91, 92, -, qn}
 Edgee = (C, Cp)
®*  Subcomponent embeddings e, = {Ca,1, ...,Ca,k} U{Cp1, - Ch1}

Idea: Late-interaction-based score calculation

 Afine-grained subquery will show the highest cosine
similarity with its corresponding target subcomponent.

 The edge similarityis the sum of all subcomponent scores.

s(e; Qgup) = Z max sim(c, q)
cEe,

q€Qsup

C

Ch@
q.(§) (07

=8
.

0.8

G s(ey; Qsup) = 1.5

-

=B
[ .

12
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Retriever Accuracy Comparison

* LILaC achieves state-of-the-art performance on all benchmarks.

* LILaC outperforms the previous VisRAG SOTA models, VisRAG-Ret and ColPali, by substantial
margins of 12.39% and 9.85% in R@3, and 14.45% and 10.49% in MRR@ 10, on average,
respectively.

| | MP-DocvQA |  SlideVQA | InfoVQA | MultimodalQA | MMCoQA
Algorithm | Bmbedder Iype | @3 MRR@10 | R@3 MRR@I0 | R@3 MRR@I0 | R@3 MRR@I0 | R@3 MRR@I0
NV-Embed-v2 | Text | 6785 6191 | 8849  79.55 |86.21  80.86 | 60.19  67.86 |46.16 4145
VisRAG-Ret . 83.25 7555 | 9155 8430 |9276 8622 |5008 5508 |27.63 23.75
ColPali fage 8071 7486 | 8939 8155 |8830 8276 |5873 6505 |3624 3233
LILaC (w/ mmES) 6125 5530 | 7752 6880 | 7509  69.86 |5479  59.02 | 4888 4030
LILaC (w/ UniME) Multimodal | 77.83 7142 | 8435  77.93 | 8228 7527 |5852 6144 | 4963 4297
LILaC (w/ MM-Enbed) 83.59 7875 | 9281 8443 [9317 8683 |69.07 7528 |5580  50.77

Table 1: Retrieval accuracy (Recall@3 (R@3) and MRR@ 10) of LILaC and its competitors on five benchmarks. The
best score in each column is in bold. The in-domain fine-tuned settings are colored in orange .

13
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End-to-End QA Accuracy Comparison

* LILaC achieves SOTA average end-to-end accuracy, with average EM and F1 scores of 52.00 and 58.79,

respectively.

* 17.40% and 18.47% accuracy raise compared to the pre- 570 viously best-performing VisRAG setup,

VisRAG 571 with Qwen2.5-VL

| MP-DocVQA | SlideVQA | InfoVQA \ MultimodalQA | MMCoQA

Algorithm MLLM | EM F1 | EM Fl | EM Fl | EM Fl | EM FI

NV-Embed-v2 | Qwen2.5-VL 7B | 56.51 63.16 | 53.77 64.41 | 60.72 6340 | 3723 43.85 | 28.05 34.67
VisRAG-Ret MiniCPM V2.6 | 54.31 68.86 | 43.88 62.37 | 50.83 57.55 | 28.18 34.01 | 21.51 27.87
VisRAG-Ret Qwen2.5-VL 7B | 65.34 7224 | 55.03 66.13 | 60.16 61.93 | 2224 25.55 | 16.69 20.90
ColPali Qwen2.5-VL 7B | 64.46 71.16 | 53.77 64.54 | 58.07 60.38 | 23.59 27.37 | 18.07 22.30
LILaC (w/ mmE5) Qwen2.5-VL 7B | 52.96 59.53 | 50.89 59.07 | 50.12 53.12 | 40.72 47.46 | 33.90 40.38
LILaC (w/ UniME) Qwen2.5-VL 7B | 62.43 69.40 | 53.05 62.89 | 53.39 56.86 | 43.42 49.72 | 33.39 40.12
LILaC (w/ MM-Embed) | Qwen2.5-VL 7B | 65.48 72.42 | 55.57 66.32 | 60.91 62.87 | 44.57 51.97 | 36.31 43.22

Table 2: End-to-end accuracy (EM and F1) of LILaC and its competitors for the 5 benchmarks

. The best score in
each column is in bold. Generation results corresponding to in-domain fine-tuned settings are colored in orange .

14
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Thank You

15
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Experiment Settings

Benchmarks: Competitors
* DocVQA Benchmarks *  VisRAG (ICLR’25)
* InfoVQA e M3DocRAG (ArXiv'24)
* MP-DocVQA
* SlideVQA
e Multimodal QA Benchmarks Measurements .
. MultimodalQA * Component retrieval accuracy
e MMCOQA * Recall@3

* MRR@10

* End-to-end accuracy
 Exact match (EM)
* F1score
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Introduction

Multimodal (Text & Image) Data Source

* Most of real-world data are comprised of text and images.
* Images can play an irreplaceable role in answering some questions.
e e.g., “Recommend me a white baby bike”
* However, most of prior works do not consider ir SEREED Baby Balance Bike for 1 Year Old Boys

Barack Obama
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Traditional Approaches: TextRAG and VisRAG

TextRAG
What is the trend in sound frequency sensitivity from
the base to the apex of the cochlea?
No related information 8 ° Decreasing
16000 HZ 500 HZ 1000 HZ 2000 HZ 4000 @
HZ 8000HZ A4
PERCEIVING SOUND FREQUENCIES TextRAG- VisRAG-
TextRAG-Ret - B -
...... Gen Gen
Corresponds to apex of cochlea
Corresponds to base of cochlea
PERCEIVING SOUND FREQUENCIES 1
In the primary auditory cortex, neurons are sited Coresponds Comesponds
aceording to the frequency each responds to, as to apex of to base of I
are the sensory cells in the cochlea. cochlea cochlea

Parse
Image DataBase

1
‘ k.

Wi ‘

Text DataBase

Documents



DATABASE

LAB @rosrtecH

Ablation Study

* Employing the layered graph structure leads to notable average improvements - 7.33% in R@3 and
10.13% in MRR@10.

*  Further employing query decomposition & late interaction shows incremental gains of 3.19% in R@3
and 4.7% in MRR@10.

| MP-DocVQA |  SlideVQA | InfoVQA | MultimodalQA | MMCoQA
Embedder Model | Variant R@3 MRR@I10 | R@3 MRR@10 | R@3 MRR@I0 | R@3 MRR@I10 | R@3 MRR@10
LILaC ((w/o Query Decomposition) & Layered Graph) | 48.90 4397 75.91 68.13 65.60 58.55 42.99 46.92 41.22 34.51
mmE5 LILaC (w/o Query Decomposition) 60.81 55.02 74.14 67.58 67.70 60.01 45.15 51.12 44 18 36.62
LILaC 61.25 55.35 76.80 68.99 68.91 61.18 54.78 59.32 48.54 40.22
LILaC ((w/o Query Decomposition) & Layered Graph) | 52.12 45.31 81.47 71.22 83.57 77.07 47.68 49.06 45.78 38.41
UniME LILaC (w/o Query Decomposition) 77.83 71.27 83.45 75.70 85.11 78.01 52.18 54.01 47.11 39.85
LILaC 77.83 71.39 84.35 77.93 8553 78.81 58.43 61.32 49.45 42,91
LILaC ((w/o Query Decomposition) & Layered Graph) | 75.80 69.09 92.80 82.19 90.39 83.71 61.10 67.35 47.94 43.75
MM-Embed LILaC (w/o Query Decomposition) 82.23 77.75 92.27 83.20 92.17 85.53 63.19 69.91 50.18 45.59
LILaC 83.59 78.75 92.81 84.43 93.17 86.83 69.07 75.28 55.80 50.77

Table 3: Ablation study analyzing retrieval accuracy (Recall@3 and MRR @ 10) of different LILaC variants. Best

scores per embedder and dataset are highlighted in bold.
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Algorithm Runtime Analysis

* LILaCis approximately 20.76% slower than VisRAG, yet 18.24% faster than ColPali.

e Late-interaction-based subgraph retrieval step accounts for only about 48 ms (approximately 1.5% of
the total runtime).

* The major performance bottleneck lies in the query de- composition phase, averaging 1,423 ms.
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0- , . .
NV-Embed-v2  VisRAG ColPali LikaC  pacome. Est Embed.

(a) Average algorithm runtime  (b) Breakdown of LILaC

Figure 4: (a) Comparison of average algorithm execu-
tion times across different methods, and (b) detailed

runtime breakdown of LILaC.
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Next Research

Possible research directions

* Problem generalization
. Expand the problem beyond Wikipedia setting

* Multimodal retrieval improvement
*  Advanced graph construction
. LLM-guided retrieval

* Multimodal generation improvement

Current theoretical problems of LILaC
* Cannot retrieve components for which dependency resolution is needed.
* Ineffective to retrieve long-hop evidences.

-> Currently performing a fine-grained error analysis.
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